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API based patterns
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Chatbot

5

Output

LLMWhy do I need a car 
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Sync chatbot API implementation
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Sync chatbot API implementation
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Sync chatbot API implementation
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Challenges with sync chatbot implementation
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Async chatbot API implementation

10

LLM

AWS 
Fargate

Amazon API Gateway

AWS AppSync

API layer

Amazon Bedrock

UI

AWS LambdaAmazon SQS

WebSocket

§

§

concurrency



© 2025, Amazon Web Services, Inc. or its affiliates. All rights reserved. 

Domain specific chatbot
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Amazon Bedrock knowledge bases

Knowledge Base

Vector databaseAmazon Titan 
Text Embeddings

Embed 
documents

Data ingestion 

Documents in 
S3 bucket

Chunk 
documents

Ingest 
documents

Chunking strategy
Data sources

Web Crawler
(preview)

Confluence 
(preview)

Sharepoint
(preview)S3

Salesforce
(preview)

Vector databases
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Serverless
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Aurora

MongoDB
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Pinecone Redis
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Extend your architecture - Generative AI Gateway

§ A unified API interface across all FMs

§ API quota, limits, and usage management

§ Access control and model governance

§ Content, privacy, and responsible AI policy 

enforcement
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Democratize AI to Fuel Innovation – Thomson Reuters

§ Accelerate model deployment

§ Safe and secure enterprise-wide platform

§ Accurate data management

§ Simplify user experience

Open arena – an enterprise-wide LLM playground
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Get started today with a Solution Library
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Data processing patterns
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Amazon Managed 
Streaming for
Apache Kafka 
(Amazon MSK)

Amazon Data 
Firehose

Amazon S3

D A T A
S O U R C E S

Building your data pipeline

Event AWS Transfer
Family

AWS Glue AWS Step 
Functions

Amazon Kinesis
Data Streams

AWS  
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Fargate

Integration Compute

Amazon
API Gateway
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Data processing patterns

Event-drive data processing Batch data processing

20

Amazon EventBridge
Scheduler

AWS Step
 Functions

Amazon S3 Amazon SQS AWS Lambda
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Large scale document processing

Amazon S3

AI/ML services

Amazon EventBridge 
Scheduler

AWS SDKs
AWS SDKs

AWS SDKs

Step Functions Distributed Map

List documents

Amazon 
DynamoDBConcurrency = XBatching = YRedrive failureObservability

• Documents 
summarization

• Batch inference
• Custom RAG 

implementations

Use cases



© 2025, Amazon Web Services, Inc. or its affiliates. All rights reserved. 

Event-driven re-indexing knowledge bases

Amazon S3 Amazon SQS AWS Lambda

MaxConcurrency = X

Amazon Bedrock
Knowledgebase

D A T A
S O U R C E S
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OMRON Data and Analytics Platform

• integrate data from multiple ERP and CRM systems • Real-time transformations and calculations as data arrives

OMRON Corporation is a leading technology provider in industrial automation, healthcare, and electronic components.

• Data democratization and business agility

https://www.omron.com/global/en/
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Prompt chaining
Chain of 
thought

Prompt2

Prompt1
Why?
• Each change could potentially impact the rest of 

the prompt
• Can be slower and expensive
• Use purpose built models

Decompose prompts into smaller and more manageable prompts and chain them

Output
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Writing a blog with prompt chaining

Coding modelImage generation 
model

Smaller model

Benefits
• Use purpose-built models
• More performant with smaller prompt 

and parallel processing
• Explainability

HTTP API

Parallel steps

Observability
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Human approval

• Safety and accuracy is critical 

• Automated validation fails
• Data preparation as well as inferencing
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Human-in-the-loop pattern

Amazon ECS

AWS Lambda

Amazon API 
Gateway

Token

State pauses

State resumes
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Ephemeral computing pattern

• Provisions the endpoint for inference

• Run the inference

• Delete the endpoint
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Thank you!
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